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Reinforcement learning

I The common (supervised) learning paradigm: you
have a dataset of pairs (x , y)

I Not all (hardly any?) real-world application scenarios
fit this paradigm

I A more general paradigm has an agent interact with
an environment (or simulator) which determines the
value of the networks actions on-the-fly

I Characteristics of this paradigm:
I time-series
I delayed rewards
I exploration-exploitation
I the ultimate goal is a policy
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RL in vision: Attention

I (Ba, Mnih, Kavukcuoglu; 2014)
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Policy search (“Actor”)

I Policy:

πθ(a0:T |h0:T ) =
T∏

t=0

πθ(at |h0:t)

I Reward:

Jπ = Eπθ

[ T∑

t=0

rt(at)
]

=
∑

a0:T

[∑

t

rt(at)
]
πθ(a0:T |h0:T )

see https://www.youtube.com/watch?v=kUiR0RLmGCo
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Policy gradient

∇θJπ = ∇θ

∑

a0:T

[ T∑

t=0

rt(at)
]
πθ(a0:T |h0:T )

=
∑

a0:T

[ T∑

t=0

rt(at)
]
∇θπθ(a0:T |h0:T )

=
∑

a0:T

[ T∑

t=0

rt(at)
]
∇θ logπθ(a0:T |h0:T )πθ(a0:T |h0:T )

=
∑

a0:T

[ T∑

t=0

rt(at)
][ T∑

t=0

∇θ logπθ(at |h0:t)
]
πθ(a0:T |h0:T )

=
∑

a0:T

[ T∑

t=0

∇θ logπθ(at |h0:t)
T∑

n=t

rn(an)
]
πθ(a0:T |h0:T )
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Sampling

∇θJπ =
∑

a0:T

[ T∑

t=0

∇θ logπθ(at |h0:t)
T∑

n=t

rn(an)
]
πθ(a0:T |h0:T )

I Sample trajectories according to a(i)
0:T ∼ π(a0:T |h0:T )

I and optimize the sample approximation:

∇̂θJπ =
1
N

N∑

i=1

T∑

t=0

∇θ logπθ(a
(i)
t |h0:t)

T∑

n=t

rn(a
(i)
n )
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Variance reduction

I The sample approximation is correct in expectation
but it can have high variance.

I It is widely agreed that variance reduction techniques
are necessary to make learning tractable.

I A common way to reduce variance is based on the
observation:

Eπ

[
∇θ logπθ(at |h0:t)

]
= Eπ

[∇θπθ(at |h0:t)

πθ(at |h0:t)

]

= ∇θEπ

[
1
]

= 0
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Variance reduction
I To reduce clutter, define Rt =

∑T
n=t rn(an)

I Introduce constant c (or c(h0:t))
I A lower-variance estimate is given by:

Eπ

[
∇θ logπθ(at |h0:t)(Rt − c)

]

= Eπ

[
∇θ logπθ(at |h0:t)Rt

]
− cEπ

[
∇θ logπθ(at |h0:t)

]

= Eπ

[
∇θ logπθ(at |h0:t)Rt

]

I c is often called baseline and can be learned to
represent (or predict) the expected reward.

I This allows us to directly exploit what is predictible
about the rewards.
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DQN

I (Mnih et al, 2013)
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Dynamic programming and TD (“Critic”)

I Policy as a function of state (not an RNN):

at = π(st)

I Value function (depends on π):

V π(s0) = Es1,s2,s3,...

[ ∞∑

t=0

γt rt(st , π(st),st+1)
∣∣∣s0

]

I Optimal value function:

V ∗(s0) = max
π

Es1,s2,s3,...

[ ∞∑

t=0

γt rt(st , π(st),st+1)
∣∣∣s0

]
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Dynamic programming
V ∗(s0) = max

π
Es1,s2,s3,...

[ ∞∑

t=0

γt rt(st , π(st),st+1)
∣∣∣s0

]

= max
π

Es1,s2,s3,...

[
r0(s0,a0,s1) +

∞∑

t=1

γt rt(st , π(st),st+1)
∣∣∣s0

]

= max
a0

Es1

[
r0(s0,a0,s1)

+max
π

Es2,s3,s4,...

[ ∞∑

t=1

γt rt(st , π(st),st+1)
∣∣∣s1

]∣∣∣s0

]

= max
a0

Es1

[
r0(s0,a0,s1)

+γmax
π

Es2,s3,s4,...

[ ∞∑

t=1

γt−1rt(st , π(st),st+1)
∣∣∣s1

]∣∣∣s0

]

= max
a0

Es1

[
r0(s0,a0,s1) + γV ∗(s1)

]
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Bellman’s equation

V ∗(s) = max
a

Es′

[
r(s,a,s′) + γV ∗(s′)

∣∣∣s
]

I TD learning: Draw s̃′ randomly and set

V π
t+1(s) = V π

t (s) + η
(

r(s,a, s̃′) + γV π
t (s̃

′)− V π
t (s)

)
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Q-Learning
I Action-Value function (“Q-function”):

V (s) = max
a′

Q(s,a′)

I Bellman’s equation

V ∗(s) = max
a

Es′

[
r(s,a,s′) + γV ∗(s′)

∣∣∣s
]

becomes

V ∗(s) = max
a

Es′

[
r(s,a,s′) + γmax

a′
Q∗(s′,a′)

∣∣∣s
]

I and so

Q∗(s,a) = Es′

[
r(s,a,s′) + γmax

a′
Q∗(s′,a′)

∣∣∣s,a
]
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Q Learning with neural networks

I Use a neural network to represent the Q-function:
Q(s,a;w)

I Minimize

L(wi) =

Es,a

[(
Es′
[
r(s,a,s′) + γmax

a′
Q(s′,a′,wi−1)

]
−Q(s,a;wi)

)2]
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Q-Learning with neural networks: recipe

1. start in state s
2. choose an action a (eg. ε-greedy)
3. receive reward and new state
4. compute new Q-value and do a gradient step

I stabilization tricks: (i) action replay; (ii) refresh
network for generating targets less frequently
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